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PART 01

Introduction



• Goal: Optimize a language model to adhere to human preferences.

• PPO:

• DPO:

• GRPO:

Review of PPO, DPO and GRPO
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Method
Reference Model

π_ref(·)

Old Model

π_old(·)

Policy Model

π_θ(·)

Reward Model

r(·)

Value Function

V_φ(·)

PPO Frozen Frozen Trainable Frozen Trainable

DPO Frozen × Trainable × ×

GRPO Frozen Frozen Trainable Frozen ×

r(·) V_φ(·)

r(·)



A unified paradigm for different training methods

➢ Three core components for existing algorithms

➢ We focus on how to get a good reward model as a reward function.



From ORM to PRM
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• Outcome-supervised Reward Model (ORM): feedback only on final result

• Process-supervised Reward Model (PRM): feedback on each reasoning step
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• Outcome-supervised Reward Model (ORM): feedback only on final result

• Process-supervised Reward Model (PRM): feedback on each reasoning step

• Limitation of ORM

• Lack of Stepwise Feedback: ORMs only learn from the final outcome, leading to coarse 

and ambiguous training signals.

• Misaligned Reasoning Paths: Without process-level supervision, models may exploit 

incorrect reasoning to arrive at correct answers, reinforcing undesirable behaviors.

• Limited Interpretability and Alignment: ORMs provide no insight into decision steps, 

making it harder for humans to audit reasoning and ensure adherence to chains of thought.



From ORM to PRM
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• Outcome-supervised Reward Model (ORM): feedback only on final result

• Process-supervised Reward Model (PRM): feedback on each reasoning step

• What did this paper do?



PART 02

Methods: PRM in Practice



Methods: Basic Setting
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• Goal:  Train the most reliable reward model possible.

• Base Model: Fine-tuned GPT-style model (e.g. GPT-4).

• Generator: Base Model trained for step-by-step solutions.

• Dataset: PRM800K, 800K step-level labels across 75K solutions.

• Evaluation:

• We evaluate a reward model by its ability to perform best-of-N search over uniformly 

sampled solutions from the generator. 

• For each test problem, we select the solution ranked highest by the reward model, 

automatically grade it based on its final answer, and report the fraction that are correct. A 

reward model that is more reliable will select the correct solution more often.



Methods: Training Label and Loss
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• ORM: Determine correctness by automatically checking the final answer. 

• PRM:  Assign each step in the solution a label of positive, negative, or neutral.
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• PRM:  The product of the correctness probabilities for each step.
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Experiment: Large-Scale Supervision

< 15 >

• Majority Voting: Sample N solutions and 

decide the answer with majority vote. 

• Variance: Variance of subsamples of the 

1860 solutions.

• Performance gap widens with larger N (up 

to 1860 samples)

• PRM outperforms across all difficulty 

quintiles



• PRM_large: A newly trained large reward model 

used to annotate training data

• Number of Solutions Labeled per Problem: 

The count of annotations per problem produced 

by PRM_large

• Active Learning: 

• Retrains a small reward model to identify 

error samples that confuse the small model 

and improve data quality

• Achieves ~2.6× data efficiency improvement

• Focuses human effort on most informative 

samples

Experiment: Small-Scale Synthetic Supervision
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Experiment: OOD Generalization
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• PRM shows robust performance under distribution shift



PART 03

Discussion & Conclusion & Limitation



Discussion
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• Credit Assignment: Process supervision simplifies credit assignment by 

giving precise, step-level feedback instead of only a coarse final signal.

• Alignment Impact: By directly rewarding human-endorsed reasoning paths, 

process supervision boosts interpretability and safety without imposing an 

alignment tax.

• Test Set Contamination: Although some MATH problems may overlap with 

pretraining data, low solve-rates and uncontaminated generalization tests 

indicate minimal impact on evaluation.



Conclusion & Limitation
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• Process supervision yields significantly more reliable reward models.

• Active learning makes data collection efficient.

• Released PRM800K dataset to catalyze research.

• Difficulty in defining universally applicable fine-grained reasoning steps.

• Challenges in judging the correctness of each intermediate step—

automated annotation is unreliable and manual labeling doesn’t scale.

• Susceptibility to reward hacking, plus added resource demands and 

pipeline complexity from retraining the reward model.



Thank you!
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